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DreamPlan: Efficient Reinforcement Fine-Tuning of
Vision-Language Planners via Video World Models
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Fig. 1: We propose DreamPlan, a highly efficient framework that adapts vision-language (VLM) planners to real-world physics via virtual rollouts
generated by world models. DreamPlan learns an action-conditioned video world model that captures task-specific deformable dynamics from exploratory
interaction data collected by the zero-shot VLM, and leverages it to fine-tune the planner entirely offline. We demonstrate DreamPlan’s effectiveness on
three challenging deformable manipulation tasks—cloth, rope, and soft toy manipulation—where DreamPlan significantly outperforms zero-shot baselines.

Abstract— Robotic manipulation requires sophisticated com-
monsense reasoning, a capability naturally possessed by large-
scale Vision-Language Models (VLMs). While VLMs show
promise as zero-shot planners, their lack of grounded physical
understanding often leads to compounding errors and low suc-
cess rates when deployed in complex real-world environments,
particularly for challenging tasks like deformable object ma-
nipulation. Although Reinforcement Learning (RL) can adapt
these planners to specific task dynamics, directly fine-tuning
VLMs via real-world interaction is prohibitively expensive,
unsafe, and sample-inefficient. To overcome this bottleneck, we
introduce DreamPlan, a novel framework for the reinforcement
fine-tuning of VLM planners via video world models. Instead
of relying on costly physical rollouts, DreamPlan first leverages
the zero-shot VLM to collect exploratory interaction data. We
demonstrate that this sub-optimal data is sufficient to train
an action-conditioned video generation model, which implicitly
captures complex real-world physics. Subsequently, the VLM
planner is fine-tuned entirely within the “imagination” of
this video world model using Odds Ratio Policy Optimization
(ORPO). By utilizing these virtual rollouts, physical and task-
specific knowledge is efficiently injected into the VLM. Our
results indicate that DreamPlan bridges the gap between seman-
tic reasoning and physical grounding, significantly improving
manipulation success rates without the need for large-scale
real-world data collection. Our project page is https:/psi-
lab.ai/DreamPlan/.

I. INTRODUCTION

Robotic manipulation requires the ability to reason se-
mantically and plan coherent multi-step behaviors. Large-

scale Vision-Language Models (VLMs), trained on broad
multimodal datasets, naturally possess strong semantic priors
and reasoning ability, making them highly attractive as zero-
shot planners. In this paradigm, a VLM can directly gener-
ate high-level plans, subgoals, or tool-use commands from
visual observations and language instructions, which are
subsequently executed by downstream low-level controllers.
While this reasoning-centric approach demonstrates impres-
sive generalization in simple, rigid-object scenarios with
predictable dynamics, with contact-rich tasks that involve
complex physical dynamics—most notably, the manipulation
of deformable objects.

The primary bottleneck is that zero-shot VLM planners
inherently lack task-specific physical knowledge. Conse-
quently, the generated actions may be semantically plausible
yet physically ineffective, as the model cannot reliably antic-
ipate how objects will respond to contact, force, and gravity.
This reality gap is severely magnified in deformable object
manipulation, where object dynamics are complex, and mi-
nor deviations in action can lead to drastically different topo-
logical deformations. Although reinforcement learning (RL)
offers a principled way to adapt VLM planners to specific
task dynamics, directly fine-tuning these massive models
via real-world robot interaction is prohibitively expensive,
unsafe, and extremely sample-inefficient.

To satisfy the massive interaction data requirements of RL,
prior works mostly turn to simulation-based training [1], [2].
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However, constructing high-fidelity, computationally efficient
simulators for deformable objects remains a tremendous
challenge [3], [4], [5], inevitably leading to a severe sim-
to-real gap. More recently, video generation models have
been explored as visual planners or implicit simulators [6],
[71, [8], [9]. However, current action-conditioned visual
models are largely limited to simple rigid-body interactions
and struggle to realistically simulate complex deformable
behaviors, limiting their usefulness for reliable policy fine-
tuning.

To overcome these fundamental limitations, we propose
DreamPlan, a novel world-model-assisted RL framework
designed to efficiently align VLM planners with real-world
physics via model-generated virtual rollouts. DreamPlan
initiates the learning process by deploying the zero-shot
VLM to collect exploratory interaction data in the target
environment. Although the initial planner suffers from a low
success rate—yielding a dataset dominated by failed or sub-
optimal attempts—this data still contains dense, rich signals
regarding action-outcome causality. We demonstrate that
such sub-optimal exploratory data is surprisingly sufficient
to train an action-conditioned video world model capable
of predicting plausible object deformation. To effectively
condition the video diffusion backbone on low-level robotic
actions, we render the kinematic configuration of the robot
arms corresponding to the commanded motions and apply
a ControlNet-style architecture [10] to inject these rendered
visual action cues into the diffusion model. This allows the
world model to accurately predict the physical evolution of
the target objects under specific robot actions.

Empowered by the learned action-conditioned world
model, DreamPlan shifts policy adaptation entirely into
the model’s imagination. Instead of relying on costly real-
world interaction, we generate synthetic rollouts from the
world model to provide virtual supervision for adapting the
VLM planner. However, directly performing reinforcement
learning with repeated video generation remains computa-
tionally expensive, as diffusion inference is inherently slow.
To address this, we adopt an efficient Best-of-K strategy:
for each training input, we sample a batch of candidate
actions from the planner and use the world model to predict
their outcomes. The action that achieves the highest task-
level objective under the predicted rollouts is selected as
the positive sample, while the remaining actions are treated
as negatives. These world-model-informed preferences are
then used to fine-tune the planner via Odds Ratio Policy
Optimization (ORPO), which increases the likelihood of
preferred actions relative to disfavored ones without requiring
repeated world-model queries during optimization, enabling
more efficient policy adaptation.

In summary, our main contributions are:

We introduce DreamPlan, a highly efficient framework
that adapts zero-shot VLM planners to complex physical
tasks via offline reinforcement fine-tuning within video-
generated virtual rollouts.

We propose an efficient reinforcement adaptation strat-
egy that integrates Best-of-K sampling from the world

model with Odds Ratio Policy Optimization (ORPO).
This strategy decouples the computationally expensive
video diffusion inference step from policy optimization,
enabling highly efficient VLM adaptation with physics-
informed supervision.

We validate DreamPlan on challenging deformable ob-
ject manipulation tasks (e.g., cloth, ropes, and soft toys).
Our results demonstrate that DreamPlan significantly
outperforms zero-shot baselines, efficiently injecting
crucial physical grounding into VLMs without the
heavy burden of large-scale real-world data collection.

Il. RELATED WORK
A. Vision-Language(-Action) Models for Robotics

Recent works have extensively explored adapting pre-
trained Vision-Language Models (VLMs) and Vision-
Language-Action (VLA) architectures for robotic manipula-
tion. Works such as [11], [12], [13] successfully align high-
level semantic reasoning with robot execution via prompting,
value grounding, or multimodal fine-tuning. However, these
approaches typically rely on predefined skill primitives or
require extensive expert demonstrations, limiting their ability
to handle complex physical interactions.

To refine performance in specific tasks, recent frameworks
leverage reinforcement learning (RL) for scalable policy
post-training. Methods such as [14], [15] use real interaction
data or simulator-generated data to improve policy perfor-
mance. Closely related to our approach, several emerging
methods propose using learned world models as virtual
environments to generate synthetic experience for policy
fine-tuning. Works such as [16], [17], [8], [9]. [18], [19],
[20] integrate world models into the policy optimization loop,
enabling imagined rollouts to reduce reliance on real-world
interaction.

However, these methods primarily focus on rigid-body
manipulation or relatively simple deformations, while we try
to address the more challenging deformable manipulation
task. Moreover, prior approaches typically perform heavy
world model inference within the RL loop, whereas we
introduce a more efficient Best-of-K strategy that reduces
video generation during policy updates while preserving
physics-informed supervision.

B. World Models for Robotics

World models learn predictive environment dynamics and
have been widely studied for improving data efficiency in
reinforcement learning. Early works such as World Mod-
els [21] and Dreamer [22], [23], [24] showed that latent
dynamics models enable policy optimization in imagination,
substantially reducing real-world interaction, though they
were primarily validated in simulation. Later extensions,
such as DayDreamer [7], applied this paradigm to real-
world robotics by learning latent world models from physical
interaction data. More recently, generative video models have
been explored as world modeling tools due to their strong
visual priors and temporal consistency. Methods such as
Genie [25] and Ctrl-World [6] build controllable video-based



world models, while World-Env [8] and WMPO [9] leverage
learned world models for VLA post-training.

However, most existing approaches focus on rigid-
body interactions or are trained mostly on demonstration
datasets [26], [27], [28], [29], [30], [31], [32]. Modeling
more complex deformable dynamics remains underexplored.
To this end, we train a task-specific action-conditioned video
world model using interaction data collected on deformable
objects and integrate it with reinforcement fine-tuning of a
VLM planner.

I1. METHOD

We aim to tackle goal-conditioned deformable object ma-
nipulation, where a robot must transform an observed initial
state into a desired target state specified by a goal image.
At time step t, the robot observes a visual state o; 2 O and
is provided with a goal image g 2 O. The objective is to
generate a sequence of actions ag.t 1 2 A that drives the en-
vironment toward the goal states. Solving such tasks requires
not only high-level reasoning about spatial relationships,
but also an implicit understanding of the underlying, highly
nonlinear physical dynamics of deformable objects, governed
by the transition distribution 01  P(0 w1 j Ot; &).

Pretrained Vision-Language Models (VLMs) possess
strong semantic priors and broad commonsense reasoning
capabilities, making them attractive as zero-shot planners.
We therefore employ a VLM planner (a; j 0:;9), pa-
rameterized by , to generate actions conditioned on the
current observation and goal. However, these foundational
VLMs inherently lack task-specific physical grounding. To
bridge this reality gap, we employ reinforcement learning
(RL) to adapt the VLM to the target physical dynamics.
Directly collecting the massive scale of real-world interaction
data typically required for RL is prohibitively expensive.
To enable scalable adaptation, we instead learn an action-
conditioned video world model W , parameterized by ,
that approximates the environment dynamics: Ou14+n =
W (0;0;aH1 ), Where H denotes the rollout horizon.
Built upon a pretrained video diffusion backbone and fine-
tuned on data D =  of;g;aly; 0y I’ii’ collected
from zero-shot executions, W captures task-specific ac-
tion—outcome relationships for deformable manipulation. By
substituting the true dynamics P with our learned world
model W , we generate synthetic rollouts that serve as a
scalable, offline training environment for reinforcement fine-
tuning of the VLM planner . The overall pipeline of our
framework, DreamPlan, is illustrated in Fig. [2}

A. VLM Planner for Deformable Manipulation

Pretrained Vision-Language Models (VLMs) possess
strong commonsense reasoning and spatial understanding,
making them highly attractive as zero-shot planners for
goal-conditioned manipulation. To effectively leverage these
capabilities for complex deformable objects, we design a
structured visual prompting strategy that constrains the action
space while preserving the model’s reasoning flexibility.

Given the current observation o 2 O and a goal image
g 2 O, we extract two sets of visual keypoints: K; = fk {gi'i‘l
from o, and Kq = fk J'ggj'\ig from g. The keypoints are de-
tected independently in the two images and are not explicitly
matched across views. We plot these detected keypoints onto
both images and provide them as visual context to the VLM
planner  (a; j ot; Q).

Rather than regressing continuous pixel coordinates, the
planner outputs a discrete manipulation command that selects
a source keypoint ki 2 K 5 to define the grasp location, and
a target keypoint kig 2 K¢ to specify the intended placement
location. Accordingly, each action is defined as:

a = (k&K @

This discrete, keypoint-based action representation forces
the planner to ground its reasoning in meaningful regions,
drastically reducing spatial ambiguity and simplifying the
optimization for subsequent reinforcement fine-tuning.

B. Learning World Model for VLM Fine-Tuning

The pretrained VLM planner lacks task-specific physical
grounding, making reinforcement learning (RL) necessary
to adapt it to deformable dynamics. However, large-scale
real-world RL is prohibitively time-consuming and costly.
To avoid costly real-world interaction, we construct an
action-conditioned video world model W to approximate
the deformable dynamics P and provide a virtual training
environment for policy refinement.

To support reinforcement fine-tuning in imagination, we
need an action-conditioned video world model W that cap-
tures the complex dynamics P of deformable objects. While
prior works [6], [7], [8], [9] have explored action-conditioned
world models for robotics, they are predominantly trained on
rigid-body interactions—which exhibit significantly simpler
dynamics—or on heavily curated successful demonstrations
that inherently limit action diversity. Consequently, these
existing models are inadequate for our deformable ma-
nipulation tasks, where the physical dynamics are highly
nonlinear and exquisitely sensitive to subtle variations in
action trajectories. To overcome this, we train a task-specific
world model using exploratory data collected from the zero-
shot VLM. While this dataset is dominated by sub-optimal
executions, it provides dense, rich supervision over action-
outcome causality, capturing the diverse distributions of
physical interactions necessary for robust dynamic modeling.

A central challenge in training the world model lies in
effectively conditioning the video diffusion model (VDM)
on low-level robotic actions while simultaneously forcing
the network to focus on object deformation rather than
irrelevant visual details. In deformable manipulation, even
minor variations in robot motion can significantly alter the
pixel-level appearance of the object. To address this, we
render the robot arm configurations corresponding to each ac-
tion sequence, producing synthesized videos of the intended
motions. We then inject these rendered action videos into
the VDM using a ControlNet architecture, whose structural
conditioning enforces strong pixel-level alignment between
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Fig. 2: Overview of DreamPlan. Our framework consists of three stages. (1) Zero-shot proposal: given the current observation and goal image, a pretrained
VLM planner generates multiple candidate keypoint-based manipulation actions. (2) World model learning: these zero-shot actions are executed to collect
diverse action—observation trajectories, which are used to fine-tune an action-conditioned diffusion world model that predicts object deformation outcomes
from rendered robot-motion videos. (3) World-model-guided alignment: the trained world model acts as a verifier to evaluate sampled VLM actions
by predicting their future outcomes; comparing predicted outcomes yields pairwise preferences (more vs. less goal-consistent actions), which are used
to fine-tune the VLM planner via Odds Ratio Policy Optimization (ORPO), aligning it toward physics-consistent behaviors without additional real-world

interaction.

the action signals and the generated videos. Specifically,
given the data D =  of;d;aby, 0y :\if collected
from zero-shot executions, the model predicts noise for the
i-th data as:

xutrh;
where ¢ is the text and input image conditions,  denotes
the frozen pretrained backbone and is the residual control
branch that injects structured action features into correspond-

ing layers of the diffusion network. r' is the rendered robot
arm trajectory corresponding to the action sequence:

A= (xbitcl)+

@)

r' =render@b, ; ); (3)
The predicted noise is optimized with:
Lar =Exix Kk X pticr')ks (4)

Additionally, to reduce the burden of reconstructing ir-
relevant visual details such as lighting, robot arms and
background clutter, we train the model to predict cropped
object-only videos with a white background, allowing it to
concentrate on deformation dynamics.

In practice, we adopt CogVideoX-5B (image-to-
video) [33] as the diffusion backbone and fine-tune it on

trajectories collected from zero-shot executions. The dataset
consists of several hundred action sequences, collected in
approximately four hours of robot interaction. Despite the
relatively modest data scale, this exploratory data proves
sufficient to train a stable action-conditioned world model
capable of generating plausible deformation rollouts for
downstream reinforcement learning.

C. Reinforcement Fine-Tuning of VLM Planner with World
Model

With the learned action-conditioned world model W
successfully capturing the complex environment dynamics
P, we can shift policy adaptation entirely into the model’s
imagination, enabling reinforcement learning to specialize
the VLM planner to task-specific physical dynamics without
time-consuming real-world rollouts. Specifically, for a given
observation-goal pair (o;g), we aim to generate synthetic
rollouts using W to serve as virtual experience for fine-
tuning the VLM planner  (a; j o¢;g) via reinforcement
learning. However, direct online RL within this generative
framework remains computationally expensive. In practice,
a single video diffusion inference for one action sequence
can take approximately one minute, making repeated world-
model queries inside the optimization loop time-consuming.
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Fig. 3: Qualitative comparison of video generation results. Baselines fail to follow the specified actions or produce unrealistic deformations, while our
method generates deformations that is both action-consistent and physically plausible, demonstrating its reliability as a verifier for VLM fine-tuning.

To bypass this computational barrier, we adopt an efficient
two-stage reward construction scheme based on Best-of-
K sampling. For each training pair in the collected data
(0;d') 2 D, we first sample a batch of candidate action
sequences fa;gk; from the VLM planner. We then query
the world model to predict their corresponding physical
outcomes f0 gk, . Based on a task-level objective computed
on the predicted rollouts, we select the optimal action a as
the positive sample, while the remaining actions in the pool
are treated as negative samples. This transforms the physics-
informed evaluation from the world model into structured
preference signals without requiring further video generation
during policy updates.

We optimize the planner using Odds Ratio Policy Op-
timization (ORPO), a preference-based fine-tuning method
that directly contrasts positive and negative responses without
requiring a separate value function. Given an input s' =
(00; '), the planner produces a positive action a and a
set of negative actions a, . ORPO encourages the policy to
increase the likelihood of the positive action relative to the
negatives by optimizing a contrastive objective based on the
log-likelihood ratio:

Lorro =log log (ajs') log (a js') ; (5)

where () denotes the sigmoid function and a  represents
sampled negative actions. This objective directly maximizes
the odds of preferred actions over disfavored ones, provid-
ing a stable and memory-efficient alternative to traditional
policy-gradient RL.

In our implementation, we use Qwen3-VL-8B [34] as the
backbone for the planner and GPT-40 [35] to select the best
action by comparing predicted rollout images with the goal
image g. This optimization strategy substantially reduces
world-model inference overhead while preserving physics-
informed supervision for efficient VLM planner fine-tuning.

IV. EXPERIMENTS

In this section, we investigate the following two questions
through extensive experiments:

RealSense D435i

Bimanual
Franka FR3

Fig. 4: Hardware setup. Our real-world platform consists of two Franka
FR3 arms positioned opposite each other to enable bimanual manipulation
within a shared workspace. A top-mounted RealSense D435i camera cap-
tures the interaction area, where deformable objects are placed on the work
surface for automated data collection and further manipulation.

(Q1) Can video world models effectively simulate phys-
ical dynamics and serve as reliable verifiers for planning?
(Section [V-B)

(Q2) Can our reinforcement learning framework enable
the VLM to internalize the world model’s predictive under-
standing of physical dynamics? (Section [[V-C)

A. Real-world experiments

1) Hardware Setup: Our real-world experiments are con-
ducted on a bimanual manipulation system, as illustrated
in Fig. [ consisting of two Franka FR3 arms [36], each
equipped with a standard Franka hand. The robots are
mounted opposite to each other, positioned 140 cm. For
visual observations, we use a mounted third-view RealSense
D435i camera to record 960 540 RGB images at 30 Hz.
Both robotic arms are operated under Cartesian end-effector
pose control at a frequency of 30 Hz. The entire framework
is deployed locally on a workstation equipped with a 32GB
NVIDIA RTX 5090 GPU.

2) Automated Data Collection: Training a video world
model requires large-scale, diverse physical interaction data
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Fig. 5: Success rate improvements via RL fine-tuning. Our RL pipeline
improves success rates by 15%-40% over zero-shot baselines across all
evaluated real-world tasks.

to accurately capture environment dynamics. While human
teleoperation can provide high-quality demonstrations, ac-
quiring large-scale datasets this way is difficult to scale.
To improve collection efficiency for world model training,
we develop an automated pipeline that leverages a zero-shot
VLM to autonomously drive the data collection process. By
taking current and target RGB observations as input, the
VLM maps visual goals to high-level action decisions, which
are then executed through a specialized action primitive to
generate interactions without constant manual guidance.
Action primitive. We adopt discrete action commands
as defined in Section [III-Al Each action specifies a grasp
location and a target placement location in the image plane.
The selected pixel locations are transformed to 3D world
coordinates and denoted as Pgrasp and Prarget . respectively.
Pipeline Formulation. At the beginning of the k-th action
primitive, we observe the current image I and aim to
predict an action ay toward the goal image | 4 using a VLM.
However, since VLMs often struggle with precise spatial
grounding [37], [38], we first employ SAM2 [39] to obtain
accurate object masks. Specifically, the goal mask Mg is
pre-annotated offline. For the current scene, video SAM2
is initialized with a single manual prompt(bounding box)
provided once and then automatically propagates the mask,
providing M at the start of each action primitive. To provide

TABLE II: Ablation on Object-Only Video Prediction. We compare the
PSNR of synthetic rollouts generated by two action-conditioned video world
models, trained for full-scene and object-only generation, respectively.

Full-Scene Prediction
24.70

Object-Only Prediction
26.25

PSNR "

candidate locations for the VLM, we apply Farthest Point
Sampling over M and M to extract point sets Py and Py
from these masks. From these candidates, the VLM selects
the arm c and the specific point pair (Pgrasp ; Prarget ). Finally,
these 2D coordinates are unprojected into 3D Cartesian
waypoints for execution. The selected arm then follows a
fixed motion sequence—moving from its home pose to the
grasp point, closing the gripper, transporting the object to the
target point, releasing, and returning to the home pose—with
smooth trajectories generated via joint-space interpolation
throughout. This cycle repeats iteratively to generate scalable
exploratory training data. Using this automated pipeline, we
collect a total of 2056 trajectories for world model training.

3) Evaluation Protocol: To demonstrate the generalizabil-
ity of our approach, we evaluate it on three representative
real-world tasks requiring complex deformable object ma-
nipulation: rope straightening, cloth folding, and toy arm
repositioning. Fig. [6] illustrates these task setups, contrasting
the successful executions of our RL-finetuned model against
typical zero-shot baseline failures. In all tasks, the system is
given a current observation image and a target image, and
must predict actions to bring the object to the desired state.
For each task, we conduct 10 rollout trials with randomized
initial states and report the average score as the primary
metric. In each trial, the system executes a single action
primitive predicted from the current and target observation
images, after which the resulting state is evaluated. Each trial
is scored on a scale of f0; 0:5; 1g, where 1 indicates complete
success, 0:5 indicates meaningful progress toward the target
state, and O indicates failure.

B. Video World Models Serve as Reliable Verifiers

1) Qualitative Comparison: To assess whether video
world models can faithfully simulate deformable dynam-
ics and act as reliable verifiers, we qualitatively com-
pare our method with two strong image-to-video baselines,
CogVideoX-5B-12V [33] and Wan2.2-12V-Al14B [40]. All
models receive the same cropped object image as the initial
frame. The baselines are conditioned via textual prompts
describing grasp location and motion direction, while our
model is conditioned on rendered robot arm trajectories.

As shown in Fig. [3] the baselines often fail to follow
the specified actions and generate physically inconsistent de-
formations. In contrast, our action-conditioned world model
produces motion that both adheres to the intended manipula-
tion and exhibits physically plausible deformation behavior,
making it reliable for VLM planner fine-tuning.

TABLE I: Quantitative results on real-world tasks. Through DreamPlan RL fine-tuning, Qwen3-VL-8B achieves state-of-the-art (SOTA) performance
in complex object manipulation, consistently outperforming leading pure zero-shot baselines. See Section @]for our evaluation protocol.

Method Rope Straightening " Cloth Folding ** Toy Arm Repositioning **  Avg score ™
Qwen3-VL-4B 0.10 0.15 0.40 0.22
Qwen3-VL-8B 0.20 0.10 0.70 0.33
Qwen3-VL-32B 0.30 0.05 0.70 0.35
GPT-40 0.30 0.00 0.55 0.28
Qwen3-VL-8B + DreamPlan RL finetune 0.60 0.35 0.85 0.60




Fig. 6: Real-world task setups and qualitative comparison. We evaluate our RL-finetuned Qwen3-VL (DreamPlan) on toy arm repositioning, rope

straightening, and cloth folding. Leftmost columns show the initial and

states, with green and red arrows indicating predicted action vectors. The

time-lapse sequences contrast the successful executions of our RL-finetuned model (top rows, green borders) against the typical failures of the pure

Qwen3-VL baseline (bottom rows, pink borders).

2) Ablation on Object-Only Video Prediction: We further
investigate whether training the VDM to predict object-
only videos improves modeling quality. As discussed in
Section [[TT-A] using cropped object videos encourages the
model to focus on deformation dynamics rather than ir-
relevant visual details. To validate this design, we train
two action-conditioned models under identical settings: one
predicts full-scene videos including background and robot
arms, while the other predicts cropped object-only videos
rendered on a clean white background. Both models are
conditioned on the same rendered robot arm trajectories. We
compute the PSNR on the cropped object region in the final
frame of the rollout. Results in Table[TT| show that the object-
only model achieves higher PSNR, indicating more accurate
reconstruction of deformable dynamics.

C. World-Model RL Enhances VLM Planning

To answer Q2, we evaluate whether world-model-guided
reinforcement learning enables the VLM planner to inter-
nalize physical dynamics. We first demonstrate that rein-
forcement learning significantly outperforms pure zero-shot
planning. Specifically, our model, DreamPlan, is developed
by performing RL fine-tuning on the Qwen3-VL-8B base
model. As illustrated in Fig. [} applying our RL pipeline
yields a substantial improvement in task success rates com-
pared to the zero-shot baseline. Across all evaluated tasks,

TABLE lII: Inference Efficiency and Computational Cost Analysis. We
compare the task performance (Avg. Score), inference speed (Time), and
computational overhead (TFLOPSs) of DreamPlan against a sampling-based
explicit verification baseline.

Method Avg. Score " Time (s) # TFLOPs #
Explicit Verification
+ Sample N = 4 0.48 926.32 782 10
+ Sample N =8 0.50 2605.56 156 10°
DreamPlan (Ours) 0.60 1.12 15.14

we observe notable absolute gains ranging from 15% to
40%, intuitively highlighting how fine-tuning dramatically
enhances the model’s ability to successfully execute complex
manipulation commands.

To further validate this improvement, we quantitatively
compare DreamPlan against leading pure zero-shot base-
lines. As shown in Table[l} our method demonstrates a com-
pelling advantage across all evaluated tasks involving com-
plex deformable object manipulation. Notably, our method
achieves an average score of 0.60, nearly doubling the overall
performance of the strongest baseline (0.35). On specific
tasks, DreamPlan achieves 0.60 on Rope Straightening,
doubling the performance of GPT-40 (0.30),and reaches 0.85
on Toy Arm Repositioning, outperforming the much larger
Qwen3-VL-32B (0.70) by a considerable margin despite
our model’s smaller size. This performance gap suggests



that pure zero-shot VLMSs, which rely primarily on visual
features, struggle with the physical grounding required for
dynamic manipulation. As shown in Fig.[6} zero-shot actions
often fail to align with the actual deformation behavior, a gap
that our model bridges by internalizing physical dynamics.
By leveraging world model feedback from virtual rollouts
to construct preference pairs, our RL training paradigm
effectively bridges this gap, guiding the VLM to consistently
favor physically viable strategies.

D. Efficient Inference without World Model Sampling

To further contrast the efficiency of DreamPlan, we evalu-
ate a sampling-based baseline where the video world model
acts as an explicit verifier. Specifically, while DreamPlan
directly predicts physically grounded actions in a single for-
ward pass, the sampling-based baseline operates differently:
Given the current observation and goal image, the zero-
shot VLM proposes N candidate actions. Each candidate
is then rolled out by our video world model to generate
a predicted future state, which is subsequently evaluated
by GPT-40 to select the action most consistent with the
target configuration. As detailed in Table [ITT} while this
explicit verification provides the necessary physical foresight
to improve task performance, it incurs severe computational
overhead. The inference time increases with the number
of sampled candidates N, requiring thousands of seconds
per decision for only marginal performance gains. In stark
contrast, DreamPlan achieves a superior average score while
reducing the inference time by orders of magnitude, requiring
only about 1 seconds per decision.

V. CONCLUSION

We presented DreamPlan, a novel framework that effi-
ciently adapts vision-language planners for deformable ma-
nipulation by performing ORPO-based reinforcement learn-
ing entirely within the imagination of an action-conditioned
video world model. Experiments on challenging deformable
manipulation tasks show strong improvements over zero-shot
planners without requiring large-scale real-world interaction.
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